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A I    I N   E Q U I P M E N T 
A N D   A U T O   F I N A N C E
Part 3: Moving Forward with Machine Learning

PREFACE
Welcome to the third and fi nal installment of the AI in Equipment 
and Auto Finance series.

The fi rst part, the position paper Balancing Risk and Reward, 
explored the reasons why AI can provide better solutions than 
conventional methods. We discussed various industry-specifi c 
use cases, and how AI solutions can offer not just great reward, 
but also pose great risk.

Next, in the technical paper Using Machine Learning in the Wild, 
we compared two approaches to the engineering of machine 
learning solutions. One took advantage of AI-as-a-service to 
implement a solution rapidly, based on preconfi gured machine 
learning (ML) components, while the other brought full control 
of the ML pipeline creation in-house.

In this third and fi nal paper, we take a step back and look at the 
trajectory of ML, its uses in asset fi nance, and how it will continue 
to advance in the near future. We look at some of the main 
contributors to ML’s success over the last decade, and how that 
feeds into the driving factors of its progression.

We then deep dive into one area - federated learning - and 
how it is possible to utilise your private data to collaborate in 
ML solutions, without ever sharing that data.

I do hope you fi nd this paper enlightening, and that you have 
enjoyed the series in general.

Martyn Tamerlane

Author

Martyn Tamerlane is a Solution Architect at Alfa. Based out 
of Dallas, he manages the Technical Delivery stream in the 
United States.

As an enthusiast of machine learning and distributed ledger 
technology, he has spent much of his career scrutinising and 
utilising these technologies as increasingly important tools for 
solution development.
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C H A R T I N G    T H E 
M E T E O R I C    R I S E     
O F    M A C H I N E     
L E A R N I N G

In Balancing Risk and Reward, we explored what ML is and 
why it should be used to solve certain problem types.

But why has ML become so popular in the last decade? 
Why have we seen so many breakthroughs that make 
ML relevant for application, such as the production of 
autonomous vehicles, and ML models that can play 
games like Go and chess better than humans can? 

Better data = better ML model is a rule of thumb that has guided many in the industry.

There’s a simple equation: better data = better ML model.

Famously, this was stated by Google’s Peter Norvig 
when interviewed about his co-authored 2009 paper 
The Unreasonable Eff ectiveness of Data: “We don’t 
have better algorithms. We just have more data.”

He continues, “Invariably, simple models and a lot of data 
trump more elaborate models based on less data.” While the 
generalisation is a broad one, and the statement was made 
in an ML context, it is a general rule of thumb that has guided 
many in the industry. Focusing on the data over the algorithm 
is typically more fruitful, especially if your algorithm is 
state-of-the-art. 

MORE DATA

However, improving ML models requires not just more data, but data that’s clean, well structured, 
and representative of a wider variety of real-world situations.
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While each day we are generating more data, its quality is also increasing.

In ML, high-quality data refers to data that is 
more accurate or precise, and that captures more 
information than otherwise; for example, extra 
details about a car when it’s sold second-hand.

Along with the dramatic increases in the volume of 
data we’re capturing, the quality of that data is also 
increasing. This is due largely to the fact that the data 
we store today is so heavily interconnected - not just 
between different devices we use, but also through 
the explosion of internet activity.

A prime example of better data leading to 
better models is in the fi eld of image recognition. 
In 2009, we enjoyed a high volume of publicly 
available images from user-uploaded content on 
the internet, but because those images were not 
labelled with the objects that were in them, it was 
extremely diffi cult for an ML model to be trained 
on their recognition.

The computer scientist Fei-Fei Li realised this and 
dedicated the time to label over 3.2 million images 
with a far greater diversity and volume of objects 
labelled than existed at that time. The resulting 
high-quality dataset, ImageNet, is seen as a key 
catalyst for advancements in image recognition, 
merely from the improvement of models trained 
on the data.

The computational costs incurred by running ML algorithms are 
notoriously high. Today, however, we can train an ML model on 
an average laptop which, ten years ago, would have required 
a supercomputer.

This is due largely to the rise in Graphics Processing Unit (GPU) 
capabilities, which happen to excel at the type of operations 
required by ML data training. As the name suggests, GPUs are 
designed to render graphics, which require many objects to be 
drawn on screen in parallel. It wasn’t long before this parallel 
design of GPUs was noticed and repurposed for ML, and in 
particular the training of deep neural networks, which can be 
broken down into many independent calculations as part of 
the training process.

The use of GPUs for ML has been further refi ned over the last 
decade, with open-source software that optimises the use of the 
hardware specifi cally for ML operations, resulting in a far greater 
accessibility for ordinary engineers, who can now train complex 
ML models on the same computers they use for everyday tasks.

Thanks in large part to devices usually used to process graphics, today anyone can 
use a simple laptop to train complex ML models.

BETTER TECHNOLOGY
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EXPERIMENT: ANSWERING RFP 
QUESTIONS USING GPT-2 

To demonstrate just how feasible it is to perform 
complex ML training on everyday laptops, during 
a recent Alfa Innovation Day we spent some time 
training a model to answer questions about our 
flagship product, Alfa Systems.

Requests for Proposals (RFPs) are sets of questions posed at 
volume by current and prospective clients as part of our sales 
process. We respond to many of these on a regular basis, and 
record the answers meticulously so we can keep responding 
efficiently in future. They take a structured format, and this 
has resulted in many years’ worth of well constructed, detailed 
answers to many similarly phrased questions. 

Surely, we thought, there’s an ML model that can be trained to 
detect patterns in the questions and answers, in a way that can  
generate the answer when provided with a new question?

As a starting point, we used a popular, publicly available ML 
model called GPT-2. Created by OpenAI, GPT-2 (Generative 
Pretrained Transformer) was trained on a large amount of 
publicly available text obtained from the internet.  
Without diving into the technical details, the model is trained 
with the text as input, in such a way that it develops an 
understanding of relationships between each word, as well  
as the context in which the words are positioned in sentences.

For example, the resulting ML model understands that the 
relationship male ―› King is conceptually similar to female ―› 
Queen, and can be used to predict the next words in a sentence 
when provided with the start of the sentence. The difficult 
parts - selection of text from the internet, data cleaning, tuning 
of the training parameters - were already completed for us, but 
the challenge was to continue training the ML model so that it 
developed an understanding of the relationships between the 
words and concepts we use when we talk specifically about our 
products at Alfa.

The code for training GPT-2 is open-source, and we were able  
to use this to continue GPT-2’s training on our own data.  
We decided to train it on two years of the best questions and 
answers that were recorded at Alfa, which consisted of around 
369,000 words. We then retrained GPT-2 (by now affectionately 
renamed Alfa-GPT-2) for a convenient 27 hours on the new data 
on a standard Alfa laptop.

Background. The experiment.

After being retrained, Alfa-GPT-2 was 
able to answer questions related to Alfa 
and our products, giving coherent answers 
that related to the question being asked. 
Below are some examples of answers to 
questions that weren’t present in  
the training data.

Q:  Describe how your system handles 
various trigger mechanisms for starting 
workflows (real time, batch)

A:  Alfa Systems has the ability to be 
configured with various mechanisms for 
initiating workflows. For example, in a 
batch process, Alfa Systems’ workflow 
capability could be used to support the 
start of workflows. This capability works in 
conjunction with a Business Rules Engine  
to manage the process and ensure that  
the necessary business rules are satisfied  
to enable the task to be completed.

A:  Alfa Systems provides a fault tolerant 
architecture for support and servicing of 
asset-based endpoints to the database. 
Alfa Systems’ strongly-typed transaction-
driven model provides the support 
for which support is provided by the 
transactional database (OLTP). This 
provides a highly performant form of table-
level granular data restructuring which is 
optimised for data access by the system.

Q: How does your solution support high 
availability?

The results.
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Special thanks to Ricky Christian and Sarah Aymami at Alfa 
for their assistance implementing the solution and conducting 
the experiment.

While the results were more than promising, there were several 
reasons why we wouldn’t use this algorithm without human 
intervention. However, the goal of the experiment, which was 
to demonstrate how easy it is to train data on standard laptops, 
was achieved comfortably. It has also laid the groundwork for 
future experimentation with these types of ML model; GPT-3 for 
example, the later and more powerful version which has recently 
been released to beta testing.

The conclusion.

It is also very difficult to assess exactly 
how accurate the answers are on average, 
and the reasoning behind each answer. 
This highlights an ongoing challenge with 
ML in the transparency and explainability 
of resulting models.

We were pleased with this. The answers 
are coherent, talk about Alfa’s products, 
and often include content that is relevant 
to the question. They’re not perfect, but 
they demonstrate the effectiveness of the 
ML model after relatively low effort spent 
on retraining it. However, there are some 
deficiencies that would mean we couldn’t 
rely on the model to generate answers 
without human input:

The answers to questions previously asked 
will inevitably change over time, as Alfa’s 
products grow and evolve. The answers 
provided by the ML model will become 
stale as a result, and it has no way to 
update itself automatically without being 
trained again on the latest data.

02
It is only as good as the data it 
was trained on. 

The ML model is programmed with a level 
of creativity that enables it to react well 
to concepts it hasn’t encountered in its 
training data. It will try to extrapolate an 
answer as best it can, which can result in 
an answer that might be completely false 
by the mere fact that the ML model was 
giving its best guess.

01
It can lie. 

One of the reasons retraining the ML 
model was low-effort was because it  
was already trained very carefully on 
publicly available text from the internet. 
We don’t fully understand the bias of  
the text it was initially trained on, 
which could negatively impact the  
way in which it answers questions.

03
It may have hidden biases.
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L O O K I N G     
A H E A D  

DATA AND FEDERATED 
LEARNING
It’s likely that data’s rapid rate of growth will continue. 
Meanwhile, one of its important associated qualities is 
decreasing: accessibility. Both today and historically, 
data accessibility is becoming more and more restrictive.

In the fi rst part of this series, we stressed the importance of 
respecting the changing regulatory boundaries around the 
processing of data. In the second, the technical deep dives into 
concrete ML use cases purposefully used data that was either 
publicly available, or owned by Alfa. However, the data that is 
truly most useful in training an ML model is, more often than 
not, private - whether by regulations, company policies, or just 
choice - and usually distributed across an individual’s devices 
or a company’s databases.

There are countless patterns and insights to be realised by 
analysing this useful data through basic statistics and ML. 
But how can we expand our training to include this private 
data, while adhering to regulations and respecting the data 
owners by not copying their data?

This type of problem isn’t new, and has given rise to the phrase 
federated learning. This concept addresses the challenge of 
training an ML model in a decentralised manner, allowing 
data owners to contribute to the training without sharing 
their private data. When Google trained its predictive 
Android keyboard using data from millions of user devices, 
it used federated learning techniques.

There are various techniques out there that can be used to 
achieve federated learning. There is a caveat, though: some 
techniques - like differential privacy, which can be used 
in combination with federated learning, and on which we 
concentrate below - come with a trade-off between privacy 
and the resulting accuracy of the ML model.

While data is growing, its accessibility is becoming more and more restrictive. Federated learning 
allows data owners to contribute to ML training without sharing their private data.
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ACHIEVING FEDERATED LEARNING 
THROUGH DIFFERENTIAL PRIVACY

Federated learning aims to bring the “learning” part of the 
process to the data owner, avoiding the need to transfer any 
private data. Using Alfa Systems data as an example, the  
diagram below shows how multiple data owners can contribute 
to the training of a single ML model, without sharing data.

ON PREMISEAWS CLOUD

MODEL UPDATER

TRAINING 
ALGORITHM

TRAINING 
ALGORITHM

UPDATED MODEL UPDATED MODEL

ON PREMISEAWS CLOUD

TRAINING 
ALGORITHM

TRAINING 
ALGORITHM

ON PREMISEAWS CLOUD

MODEL UPDATER

UPDATED 
MODEL

UPDATED 
MODEL

An initial ML model is deployed in the 
same environment as Alfa Systems 
alongside an ML application.

Step 1.

The initial ML model is either generated 
randomly or pretrained on test data.  
The ML application will be used to 
perform the retraining of the model  
on new data.

A training application uses the data to 
create “updates” that can be applied to 
the ML model. Put simply, these updates 
are numbers that will later be combined 
with the ML model to improve  
its accuracy.

Alfa Systems APIs are invoked to extract 
the data on which to train the ML model.

Step 2.

16 17



The updated ML model is redistributed to 
the data owners.

The owners can use the model to perform 
predictions on new data.

Step 5.

ON PREMISEAWS CLOUD

MODEL UPDATER

UPDATED 
MODEL

UPDATED 
MODEL

ON PREMISEAWS CLOUD

TRAINING 
ALGORITHM

TRAINING 
ALGORITHM

Random “noise” is added to the updates 
before sending them outside the 
environment’s network.

The noise introduces privacy to each 
update, such that if an attacker were 
somehow to access the information,  
they couldn’t separate the true update 
values from the noise. Without this  
special kind of obfuscation, the attacker 
could potentially derive the private data 
that was used to produce the update.

Step 3.

ON PREMISEAWS CLOUD

MODEL UPDATER

TRAINING 
ALGORITHM

TRAINING 
ALGORITHM

That third party (in this case Alfa) will 
combine the updates with the  
centralised ML model.

The update is sent to an impartial  
third party.

Step 4.
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The key element that makes the approach work is the way in 
which the random noise is generated.

For each individual data point, noise is generated and added to it, 
resulting in a completely different number; but when all of  
the noise is aggregated over multiple updates to the ML model,  
it will gradually converge to 0. For this experiment, we’ve used  
the Gaussian distribution, also known as the normal distribution.  
The diagram above illustrates a normal distribution with mean  
0 and standard deviation 1.

Gradually, the noise will be ignored by the ML model, which 
allows it to better reflect the patterns in the underlying true 
private data. This is said to be adhering to a probabilistic 
distribution, with a mean of zero.
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Probabilistic distribution.

A DEEP DIVE INTO DIFFERENTIAL 
PRIVACY

To find out more about how differential privacy works in practice, 
let’s perform a deep dive into its implementation.

During another recent Alfa Innovation Day (we do these things 
pretty regularly), we experimented with differential privacy to 
see how difficult it would be to implement in practice. Since the 
technique was popularised by Google in 2017, several open-
source solutions have been created, thereby making it much 
easier to apply differential privacy to machine learning.

We chose a commonly used ML library called TensorFlow Privacy, 
mainly due to our familiarity with its counterpart TensorFlow, 
but also because that was what Google used back in 2017.

DIFFERENTIAL PRIVACY: OBJECTIVES

In order to focus on the privacy and engineering aspects, we 
chose to keep the ML problem as simple as possible. The simple 
problem we elected to solve was one of regression, to determine 
second-hand car prices.

This type of problem was outlined at a high level in the first of this 
series in Estimating Used Car Prices. One of our hypotheses this 
time was that, as the level of privacy increases, the accuracy of 
the ML model decreases - where “privacy” is represented by 
the amount of noise added to each update to the ML model.

We therefore wanted to run a series of tests training the same 
starting ML model, using varying degrees of privacy, and 
comparing the impact on accuracy.

DIFFERENTIAL PRIVACY: DATA

With the intention of keeping the experiment as simple as 
possible, and to avoid any security concerns around the use of 
private data, we generated our own data. Since we can embed 
the patterns between the data’s features ourselves, this allowed 
us greater control over the experiment.

Each instance of data consists of five features, each a randomly 
generated number that follows a normal distribution based on 
the mean and standard deviation. They are shown in the 
table over the page.
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From this point onwards this function is slightly irrelevant, since 
we’re more interested in how effectively our ML model can learn 
the function than what it actually is. We generated 1,000 data 
points in this way, which was enough data to train an ML model 
within a day on a standard laptop. We then split the data into 
training and verification data, with a ratio of 80:20 respectively.

Below are some examples of the randomly generated data.  
The five features that are generated randomly are abstract, 
but in a real-world setting might be derived from data about 
the car such as its initial sale price, year of manufacture, or 
even its colour.

For each instance, an output was determined representing 
the car resale price, which we set as a function of the five 
input features. Since patterns are rarely so exact in reality, we 
then also added a randomly generated number. This function 
is what we want to train our ML to learn, so that when it’s 
provided five features from unseen data, it will be able to 
predict the resale price.

For the purposes of the experiment, we don’t want this function 
to be too simple; if it is learned too quickly it could make it 
difficult for us to clearly observe any deficiencies from applying 
differential privacy - since we are expecting it to have an adverse 
effect. We also don’t want it to be too complex, since we might 
spend too much of our time tuning the ML training algorithm to 
learn the function in a feasible amount of time. After some trial 
and error, we chose the car resale value to be calculated as:

F1 + F22 - F3 + F42 - F5 = Car Resale Price (£)

F1 10000 100

100 10

10 2

5 2

1 5

Feature Name Mean Standard Deviation

F2

F3

F4

F5 DIFFERENTIAL PRIVACY: 
TRAINING

Now that our data was ready, we wrote 
some code to train the ML model, relying 
on TensorFlow and TensorFlow Privacy 
to do all the hard work for us. As seen 
in the diagram in Achieving federated 
learning through differential privacy 
above, we orchestrated the experiment 
as if the data were being extracted from 
an environment in AWS containing Alfa 
Systems, with only the differentially 
private updates to the ML model sent out 
of the environment to one of our laptops 
- which represents an impartial third 
party that is updating the ML model and 
redistributing it back to the environment. 

During training, each data point from 
the training data was fed into the ML 
model, which attempted to predict the 
output based on the input features.                        
The predicted output was compared to 
the actual output in the training data and 
the difference used to “correct” the ML 
model, so that it was better at predicting 
the output the next time. To speed up the 
process, the training data was processed 
in batches, with one update per batch.  
As seen in the graph below, we output the 
error after each update to the ML model 
so that we could visualise its progress.

The test was repeated, adjusting 
the amount of noise added to the 
updates applied to the model, which is 
representative of the level of privacy. 
The graph below compares the decrease 
in error during training between the 
different levels of noise, where 0.5 is 
the highest level of noise added. ML 
practitioners will know that error is 
usually represented as ‘mean-squared’, 
but for simplicity we’ve displayed it as
 just the average.
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Each ML model gradually becomes more 
accurate throughout the training, and 
eventually they converge at some limit.  
As expected, it looks as though the 
resulting accuracy of each ML model has 
been impacted by the noise added to 
each update, with the ML model with  
no noise added being the most accurate.

Once each ML model had been trained 
on the training data, we determined its 
accuracy on data it hadn’t seen during 
training - the verification data, resulting  
in the accuracies below.
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- The ML model with no privacy applied  
 was able to predict the car resale 
 price correctly to within an average  
 of £30 error. 

- The model is trying to predict the   
 resale price of a car. The error of 
 the model is the squared average   
 difference between the actual 
 price and the predicted price.

- Meanwhile, the model with the most  
 noise added was incorrect on average 
 by roughly £117.

To put these numbers into perspective:

Analysis.
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All of these techniques can be used 
in conjunction with each other, adding  
varying levels of complexity that would  
prevent a malicious actor from being 
able to access the data.

-  Secure aggregation: 
 Similar to differential privacy,   
 this technique is focused on keeping       
 updates to the ML model secret,     
 typically by encrypting the updates 
 in such a way that they can be 
 aggregated with other updates 
 without needing to decrypt them.

- Homomorphic encryption: 
 A homomorphic encryption is one that  
 allows operations to be performed on  
 data while it’s encrypted, with the intent  
 that the entire training process for 
 the ML model could be carried out   
 on encrypted data.

DIFFERENTIAL PRIVACY: 
CONCLUSION

It’s clear that adding noise to the ML updates signifi cantly 
impacts accuracy, even with a dataset where the patterns 
between the input features are clear. But how do we interpret 
noise in relation to privacy? Roughly speaking, we can claim 
that the more noise that’s added, the more privacy results; as 
it becomes more diffi cult for a malicious actor to fi nd out what 
the true values were.

More precisely, however, we can calculate how much the 
probability of a particular ML update can vary based on the 
noise factor. It turns out this number can also be very diffi cult 
to interpret, but this gives us a point of reference to compare 
privacy across different ML solutions.

It is worth highlighting just how diffi  cult it would be to reverse-
engineer diff erential privacy in order to access the private data. 
A malicious actor would fi rst need to be able to access the ML 
updates, which would be transferred using industry-standard 
security techniques. This would prevent anyone who isn’t 
authenticated from being able to intercept the ML updates.

Secondly, the attacker would need to understand how to derive the 
underlying data based on the ML update. While it is proven that 
information about the underlying data can be “leaked” by analysing 
an ML update, the malicious actor would need to understand the 
inner workings of the way in which the ML model was being trained.

The noise added by the diff erential privacy technique is then a 
further level of security that the attacker would need to know was 
being applied, in order for them to attempt to reverse-engineer it.

Can an attacker reverse-engineer differential privacy?

Knowing that federated learning is 
feasible, and has levers that we can 
pull to adjust its privacy, opens the door 
to a number of different solutions that 
previously might not have been possible 
due to the lack of data, or to data owners’ 
obligation to keep the data private. 
It allows us to improve existing solutions, 
making them more accurate as we have 
a larger, combined dataset on which 
to train.

Special thanks to Daniil Ruditskiy and 
Ross Dougal at Alfa for their assistance 
implementing the solution and conducting 
the experiment.

Differential privacy is only one technique 
used to preserve privacy. Some other 
popular techniques include:

Other techniques.

2726



P O S T F A C E
The integration of AI and machine learning models into 
business applications is becoming increasingly commonplace. 
Organisations that understand the value of these technologies 
are harnessing data and modern ML techniques to improve user 
experience, drive wider adoption and inform better business 
decisions; from the SaaS applications that we use every day, to 
auto and equipment manufacturers pushing the boundaries of 
automation and business intelligence.

The organisations that don’t see that value, meanwhile, might 
want to take note. With more tools and platforms being released 
all the time to facilitate ML, this is a branch of technology that 
will only increase in popularity and mainstream adoption - even in 
more risk-averse industries like auto and equipment fi nance.

In this white paper we’ve considered ML’s continued success, 
particularly in the context of the ever-increasing volume 
and variety of data that is being collected. We’ve explained 
that models which until recently would have required a 
supercomputer to train, can now achieve similar results when 
trained on laptop machines.

We described the use of federated learning (FL) which, by 
sending algorithms to data without requiring raw data to be 
exported and shared with third parties, allows data to be 
utilised in ML applications without compromising its privacy. 
We also outlined the implementation of federated learning in 
combination with differential privacy, which provides additional 
mathematical privacy guarantees.

But more remains to be done. Numerous challenges still exist, 
particularly in areas such as ethics, bias, fairness, data quality and 
interpretability. However, none of these is insurmountable. In 
order to unlock the full value of your data, the path forward will 
require collaboration between experts in business sectors and 
those with a deep understanding of the right technology and its 
application.

Implementing ML to improve your business might still not feel 
like something you can achieve straight away. So what’s next?
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EXPLORING OPPORTUNITIES  
IN AI THROUGH ALFA iQ
A joint venture between Alfa and Bitfount, Alfa iQ was 
established to deliver intelligence to the world’s auto and 
equipment finance providers, with a mission to make access to 
assets efficient and successful.

Alfa iQ will provide industry-leading direction into the use of ML. 
The joint venture brings together Alfa’s industry experience and 
asset finance data structures, with Bitfount’s team of AI data 
scientists. Its ambition is to provide the best machine learning 
models for the asset finance industry.

Alfa iQ is masterminded by Blaise Thomson. You might have 
caught Blaise on the conference circuit recently as he expounds 
the benefits of AI and ML solutions. Prior to Alfa iQ and Bitfount, 
Blaise was the founder and CEO of VocalIQ, which he sold to 
Apple in 2015. He stayed at Apple until 2019 as head of the 
Cambridge (UK) engineering team and Chief Architect for Siri 
Understanding. He is also an Honorary Fellow at Cambridge 
University’s Judge Business School.

Together we have been steadily introducing Alfa iQ to various 
Alfa customers and other leading industry players. Get in touch 
today to discuss your requirements.
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- Transforming your operations

- Consolidating or integrating your          
 existing systems, or

- Delivering a truly digital solution to 
   your customers

...then contact sales@alfasystems.com 
to find out how Alfa can help. 
For enquires regarding Alfa iQ’s AI/ML 
products and services, contact  
sales@alfaiq.com.

Americas 
+1 855 680 7100

Europe, Middle East & Africa
+44 (0)20 7588 1800

Asia-Pacific
+64 (0)21 961 361
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